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Algorithmic bias in image-generating artificial intelligence: 
prevalence and user perceptions
Tanja V. Messingschlager and Markus Appel 

Psychology of Communication and New Media, University of Wuerzburg, Wuerzburg, Germany

ABSTRACT  
Image-generating AI is among the most popular generative AI 
applications, likely changing the visual mediated environments 
humans are exposed to on a mass scale. Prior work found that AI 
can be biased against women and minorities (algorithmic bias), 
whereas humans attribute rather high objectivity to AI. We 
focused on image-generating AI, analyzing the extent of 
algorithmic bias in AI-generated pictures and human responses 
to bias in image-generating AI. Study 1 showed that AI-generated 
portraits of people in STEM professions were almost exclusively 
depicting male, white (and older) individuals. Study 2 
(experimental, N = 495) showed that the responses to AI- 
generated pictures vary depending on the portrayed group. 
Participants perceived pictures as less biased if they were 
introduced as AI-generated, but only if pictures showed college 
students (vs. older people). If images showed older people, 
participants reported higher moral outrage if pictures were 
supposedly generated by AI (vs. human creators).
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Introduction

Generative artificial intelligence software is arguably the most impactful technological 
innovation of the last decades (Storey et al., 2025). This includes image-generating artifi
cial intelligence (text-to-image AI software, e.g., Midjourney, DALL-E, Stable Diffusion) 
which has begun to transform the way humans create images for private or professional 
tasks (e.g., Sreevatsan, 2025). In all likelihood, images created by AI will soon constitute a 
large part of the visual environment humans are exposed to on a daily basis. One of the 
potentially greatest challenges in this regard is the fact that algorithms are prone to algo
rithmic bias: algorithms tend to replicate and reinforce social biases that exist in societies 
(Kordzadeh & Ghasemaghaei, 2022; Marinucci et al., 2023). We contribute to related 
scholarship in two ways: by documenting the prevalence of bias in AI-generated images 
(Study 1) and by exploring user responses to bias in image-generating AI (Study 2).
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Study 1 contributes to a growing body of literature suggesting a systematic bias in AI- 
generated images (Park, 2024). We conducted a systematic text-to-image generation of 
people in STEM and a content analysis with human coders to detect algorithmic bias. 
We focused on how AI-generated pictures portraying scientists and people in STEM 
might be biased in terms of gender, ethnicity, and age. Our second aim was to examine 
how humans respond to bias in image-generating artificial intelligence. Extant research 
on AI in decision-making showed a higher perceived objectivity of AI and an algorithmic 
outrage deficit, which describes the tendency of being more lenient when faced with algo
rithmic bias as compared to bias observed in humans (Bigman et al., 2023). In Study 2, we 
followed up on this research and examined human responses to algorithmic bias in 
image-generating AI. To this end, we observed the effects of source information (AI 
vs. human) on perceived bias in pictures and moral outrage in response to more or 
less biased sets of pictures.

Algorithmic bias in image-generating AI

As AI is implemented in many systems and software, the awareness of systematic flaws in 
this technology increases. A flaw that has become a large concern for many experts and 
the general public alike is algorithmic bias, which ‘[…] occurs when the outputs of an 
algorithm benefit or disadvantage certain individuals or groups more than others without 
a justified reason for such unequal impacts’ (Kordzadeh & Ghasemaghaei, 2022, p. 388). 
Algorithmic bias can pertain to various field of AI applications and has been repeatedly 
observed, studied, and discussed in AI that is meant to assist human decision-making in 
jurisprudence (e.g., the COMPAS system, Kasirzadeh & Smart, 2021), HR recruitment 
(e.g., Bujold et al., 2023), or education (for an overview see Baker & Hawn, 2022). Due 
to the variety of subject areas that can be affected by algorithmic bias, the topic has 
sparked multidisciplinary discussions, which resulted in different understandings of 
what constitutes an algorithmic bias (e.g., Karpouzis, 2024; Mehrabi et al., 2021; Žlio
baitė, 2017).

Our focus is on bias on the group level, meaning that different groups are not treated 
equally (Mehrabi et al., 2021). Within the realm of algorithmic bias two commonly 
observed forms of group bias are gender and racial bias (Marinucci et al., 2023). There
fore, this work studies bias that pertains to the representation and presentation of mar
ginalized groups like women and people of color (POC) in AI-generated images. 
Literature on bias and fairness in algorithms suggests that an evaluation of group biases 
can only be determined by comparison, either with a baseline value (e.g., in a society) or 
by comparison with the representation of other groups (e.g., Pessach & Shmueli, 2022). 
These comparisons do not necessarily lead to a dichotomous verdict of bias or no bias but 
rather to gradual conceptions of bias. Different disciplines and individuals can arrive at 
different understandings of when an output should be considered biased or fair. For 
example, gender studies would evaluate potential bias against different criteria than 
computer science (Luccioni et al., 2023; Nino & Lisi, 2024; Zhou et al., 2024).

When it comes to the representation of women and POC in AI-generated content, bias 
could manifest in a lack of representation or stereotypical presentation (Sun et al., 2024). 
Representational bias could show when marginalized groups are being presented to a les
ser extent than their actual share in society or within a certain portrayed group (e.g., 
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college students or people working in STEM). A particularly strong representational bias 
could even result in women or POC being not represented at all. Presentational bias can 
be expected to manifest in a lack of variance in features of images. For example, showing 
women or people of color predominantly in stereotypical roles, portraying women smil
ing more often than men, or only showing women without signs of ageing like wrinkles 
or white hair, could constitute a presentational bias. We address potential bias in AI-gen
erated images in light of the growing importance of image-generating AI and previous 
bias in the media landscape.

Function and origin of bias in image-generating AI

Since Théâtre D’opéra Spatial by ‘Jason M. Allen via Midjourney’ was awarded first place 
in the digital arts category at the Colorado State Fair in September 2022 (the artwork was 
created by Allen with the help of the AI software Midjourney, Roose, 2022), image- 
generating AI has been discussed as a highly influential development in the creative 
industries (e.g., Roose, 2022; Sreevatsan, 2025). Indeed, image-generating AI has rapidly 
evolved as a main source of the visual representations in the mediated environments 
people are exposed to on a daily basis, such as stock photos used in advertising or jour
nalistic footage (e.g., Hartmann et al., 2025; Thomson & Thomas, 2023). A growing body 
of research suggests that AI-generated pictures often times are prone to algorithmic bias 
(e.g., Cheong et al., 2024; Gorska & Jemielniak, 2023; Sun et al., 2024). As AI-generated 
pictures are increasingly part of the visual displays that people encounter daily, an algo
rithmic bias could affect how people perceive the world, and themselves (Vázquez & Gar
rido-Merchán, 2024).

Research in the past decades has shown that the symbolic, mediated environments 
people are exposed to many hours a day are prone to an underrepresentation 
and stereotypic displays of women, people of color, and older people (e.g., Dixon, 
2019). For example, Appel and Gnambs (2023) analyzed Bechdel-Wallace Test 
(BWT) data (‘Are two or more named women present in a movie, and do they talk 
to each other about something besides a man?’) regarding 1200 mainstream movies 
from 1980 to 2019, showing that only half of the movies (49.58%) passed the BWT, 
whereas almost all movies (95.31%) passed the reverse BWT (movies featuring 
named men who talk to each other about something besides a woman). On a more opti
mistic note, they further found that the representation of female characters has 
increased over time.

Several lines of theory and research point out that the underrepresentation and stereo
typic representation of women and POC influence interests, educational goals, and the 
performance of these groups (Garr-Schultz et al., 2023; Schmader, 2023). In STEM, cul
tural gender stereotypes play a key role for explaining the relatively low interest of 
women in some parts of this field (Starr, 2018). These stereotypes signal that a female 
person does not belong. Cheryan and Markus (2020) coined the term of masculine 
defaults that exist whenever stereotypically masculine characteristics are the standard, 
rewarded, and valued. In terms of the stereotype content model (Cortes, 2024; Fiske et 
al., 2002) such stereotypically masculine characteristics are reflected in the dimension 
of competence, whereas stereotypically female characteristics are reflected in the dimen
sion of warmth.
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User responses to algorithmic bias

Perceived bias

Expectations of users might differ from what the AI is actually capable of doing. Even though 
algorithmic bias can affect the outputs of AI, according to the machine heuristic, humans 
often perceive technology, like artificial intelligence, to be objective and unbiased (Sundar, 
2020). The lack of mind ascribed to AI can lead to the perception that AI cannot hold negative 
attitudes against an individual or group (Bigman et al., 2023). When AI is introduced as the 
source of images, heuristics regarding AI can affect how the output itself is perceived (Mes
singschlager & Appel, 2025; Oksanen et al., 2023). In the context of decision-making AI, the 
decisions made by an algorithm are often perceived as less biased than decisions made by 
humans (e.g., Bigman et al., 2023; Bonezzi & Ostinelli, 2021). This line of research also 
suggests that perceived bias could influence responses to the use of AI. Being reminded of 
inequalities (i.e., racial disparities in the medical system) or being concerned about potential 
bias of human decision makers (i.e., in case of a male evaluating the employment chances of 
an unemployed female) can increase the preference for an AI making decisions in theoretical 
scenarios (Bigman et al., 2021; Pethig & Kroenung, 2023). In contrast, others report that there 
is less trust in AI systems (Langer et al., 2023) and a review on decision-making AI in the 
workplace finds mixed results for perceived fairness of algorithms, suggesting that these 
could depend on the specific task the algorithm is used for (Langer & Landers, 2021).

Moral outrage

The lack of mind and prejudice motivation in AI can also affect if and to what extent it is 
blamed for errors. Given that AI itself has no motives to act a certain way, its actions might 
not be perceived as morally wrong, as perceived motives determine moral judgements 
(Carlson et al., 2022; Wilson et al., 2022). Whereas the expectations of users might be vio
lated when a machine fails to fulfill its task as intended, the AI is perceived to have less con
trol over the situation and is therefore perceived to be less responsible for it (Jones-Jang & 
Park, 2023). Even in case of immoral behavior or decisions, AI is blamed less often than 
humans because its actions appear unintentional (Shank et al., 2019; Wilson et al., 
2022). Moreso, observers might not be sure who to blame: the AI or the third party who 
relied on the algorithm (Langer & Landers, 2021). Bigman and colleagues (2023) even 
report an algorithmic outrage deficit after discriminatory decisions by an AI, that is the ten
dency of people being more lenient in their response to bias, when it is observed in outputs 
of an algorithm as compared to bias observed in decisions made by humans. Again, others 
find that moral judgement might vary for different circumstances (Zhang et al., 2023). In 
cases of severe consequences for humans involved (i.e., a car accident) the tendency to 
blame AI might increase (Hong et al., 2020). As biased creative content is expected to 
have less immediate consequences and rather long term negative downstream effects, we 
expect less moral outrage if AI (vs. a human artists) create biased pictures.

Study overview and predictions

AI-generated pictures are a new type of media content with increasing popularity but 
potentially stereotypical portrayals. In case of image-generating AI, algorithmic bias 
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could manifest itself in form of stereotypical depictions, shaped by the perspective of wes
tern culture, erasing the perspectives of minorities (Bendel, 2025).

Previous work on image-generating AI has highlighted algorithmic bias regarding 
gender (e.g., Gorska & Jemielniak, 2023; Sun et al., 2024) as well as race (e.g., Cheong 
et al., 2024; Park, 2024). Following up on and extending this line of research, we focused 
on depictions of individuals in STEM professions, and we applied the stereotype content 
model (Fiske et al., 2002) to algorithmic bias, examining how adjectives commonly 
associated with male or female gender affect the percentage of males and females 
depicted.

Another demographic variable of importance is age (Vázquez & Garrido-Merchán, 
2024). Literature on ageism in the digital age (e.g., Stypinska, 2023) points out an exclu
sion of older people from datasets, the discussion about AI, and the usage of new tech
nologies. We suggest that in case of portrayal of people in STEM, underrepresentation of 
older people could become more apparent for certain social groups than others. 
Especially older females and POC could suffer from being unseen (Markov & Yoon, 
2021; Westwood, 2023). Hence, we explore algorithmic bias of image-generating AI, 
with a focus on STEM, regarding three characteristics of gender, ethnicity, and age. 

RQ: Is there evidence of an algorithmic bias in AI-generated images of people working in 
STEM?

In addition, little is known about users’ perceptions of biased AI-generated pictures. 
We argue that common heuristics about AI shape responses to bias in AI-generated 
images in two key ways: First, users’ heuristics of AI being rather objective could lead 
to the assumption that its’ pictures are unaffected by stereotypes or personal opinions. 
Therefore, introducing images as AI-generated should reduce the perceived bias. 
While recipients might be familiar with and notice bias in a human artist’s work, they 
may fail to do so, when they think the AI artist is incapable of being biased. Thus, we 
expect that perceptions of bias will be lower when pictures are introduced to be created 
by AI (as compared to a human artist) – overall and when bias is present. 

H1a: The information that artworks are generated by AI (vs. made by a human artist) will 
reduce perceived bias.

H1b: Biased images (vs. diverse images) will increase perceived bias.

H1c: The information that images are generated by AI (vs. made by a human artist) reduces 
the effect of biased images (vs. diverse images) on perceived bias.

Second, even if recipients become aware of bias in AI-generated images, positive AI 
heuristics might affect recipients’ emotional response and moral evaluation of biased 
images, reflecting in reduced moral outrage (Bigman et al., 2023). Assuming AI is 
being unable to hold stereotypes or personal interests means that its actions are free of 
ill intent. This unintentionality reduces blame in case of undesirable results (Shank et 
al., 2019; Wilson et al., 2022). If biased pictures are created by a human, viewers might 
accuse the artist of intentionally picturing a certain group, or at least not reflecting on 
unconscious stereotypes. Since AI is not acting intentionally, accusations like these 
would be unjustified. Therefore, an algorithmic outrage deficit might be especially appar
ent for biased images. The following formal expectations are proposed. 
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H2a: The information that images are generated by AI (vs. made by a human artist) will 
reduce moral outrage.

H2b: Biased images (vs. diverse images) will increase moral outrage.

H2c: The information that images are generated by AI (vs. made by a human artist) reduces 
the effect of biased images (vs. diverse images) on moral outrage.

Study 1

Method

To assess how an AI portrays people in STEM, five sets of prompts were used to generate 
a total of 324 pictures with Midjourney. Based on this material, we conducted a content 
analysis, focusing on gender, age, and ethnicity.

Data generation
All pictures were generated using Version 5.2 of Midjourney on August 3, 2023 (https:// 
www.midjourney.com/). Midjourney is an image generating AI that is used by over 19 
million registered users (as of June 2025). For each prompt that is entered the software 
generates four different pictures. These four pictures are never identical and may or may 
not differ greatly from one another. The resulting pictures largely depend on the level of 
specification in a prompt. Specifications give additional information on the desired con
tent (e.g., a prompt may not only ask for ‘a person working in STEM,’ but rather ‘a female 
person working in STEM’).

All prompts entered in this study asked for a ‘portrait of a scientist/person in science.’ 
Requesting a portrait ensured a frontal view and enabled coding of facial details. The 
specific prompts were clustered in five sets of prompts (see specifications below). Each 
set of prompts consists of nearly identical prompts, with only one word being exchanged. 
We used 27 different prompts in total, each prompt was entered three times; with four 
pictures per prompt entered, this resulted in 12 pictures per prompt and 324 pictures 
in total.

The prompts were designed to reveal representational bias as well as presentational 
bias. Prompts requesting ‘people in STEM’ and ‘scientists with traits indicating compe
tence/warmth’ could reveal representational bias in case of underrepresentation of a 
group. For example, a significant difference in the prevalence of women in images gen
erated with prompts that mention adjectives of warmth as compared to prompts that 
mention competence traits would suggest that AI replicates common stereotypes along 
the lines of the stereotype content model (Cortes, 2024; Fiske et al., 2002). Whereas all 
prompts could be used to identify how groups are portrayed, ‘females in STEM,’ as 
well as ‘scientists around the world’ were designed to identify presentational bias, specifi
cally. To this end, images of women and POC were compared with images of white, male 
scientists. Significant differences in the distribution of features could suggest a systema
tically different portrayal of these groups. Low variance in specific features could result 
from a stereotype being replicated (i.e., all women are portrayed without signs of ageing).

People in STEM. The first set of prompts was entered to display people working in 
STEM. It included one prompt with the general term scientist and six additional prompts 
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that asked for professions that are part of STEM: ‘/imagine Portrait of a [scientist / phy
sicist / biologist / chemist / mathematician / computer scientist / engineer].’

Females in STEM. Since we expected that the first set of prompts would likely result in 
depictions of predominantly male scientists, we included a second set of prompts that 
would specifically ask for female scientists. Besides this specification the prompts were 
identical to the prompts asking for people in STEM: ‘/imagine Portrait of a female [scien
tist / physicist / biologist / chemist / mathematician / computer scientist / engineer].’

Scientists around the world. The third set of prompts consisted of five different prompts 
which specified a (broad) region in which the scientist was supposed to be located: ‘/imagine 
Portrait of a scientist from [North America / South America / Asia / South Asia / Africa].’

Scientists with traits indicating competence. Building on the stereotype content model 
(Cuddy et al., 2008; Fiske et al., 2002) a set of four prompts asked for scientists with char
acter traits that are part of the dimension of competence, which is more often ascribed to 
males than females: ‘/imagine Portrait of a(n) [ambitious / intelligent / rational / compe
tent] person in science.’

Scientists with traits indicating warmth. Complementary to the dimension of compe
tence, another set of four prompts asked for scientists with traits of the dimension warmth: 
‘/imagine Portrait of a [warm / shy / sensitive / emotional] person in science.’ These traits 
are often ascribed to females rather than males (Cuddy et al., 2008; Fiske et al., 2002).

Coding
Each of the 324 pictures that was generated by the AI was coded by two different coders. 
Both coders were white, female college students. We focused on three main categories: gen
der, age, and people of color (POC) (full data and all pictures are provided on OSF, https:// 
osf.io/bkfwq/?view_only=6c503339c22f42bf9a116df7718b13e2). In some cases, pictures 
could not be clearly to a category and were coded as unclear/not applicable. In the three 
main categories both coders agreed in 97.84% of the cases resulting in very good strength 
of agreement, κ = 0.94. The remaining cases were discussed between the coders and the first 
author, as they agreed on a coding wherever the two coders had disagreed previously.

Gender (Classified as female or male). To code the gender of the depicted person, the 
coders relied on facial features. The need to categorize led to a binary categorization of 
gender (male/female). The authors acknowledge that this categorization does not rep
resent all gender identities.

Age (Classified as young or middle-aged vs. older people). We distinguished older 
people from middle aged or younger people. We did so by relying on gray hair as the 
main indicator of age. Participants with gray hair were coded as older people. Gray 
hair was highly correlated with the age of skin being identified as older (r = .64, p  
< .001). None of the generated pictures showed a bald person.

Ethnicity (Classified as white vs. POC). A basic distinction between white and people of 
color (POC) was used in this study. The coding did not specify further between ethnic 
backgrounds.

Results

Our first study examined the presence and magnitude of algorithmic bias in image-gen
erating AI. See Figures 1–3 for a visualization of the main results. Whenever two groups 
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are compared and an increase or decrease is declared, those changes were tested for sig
nificance with χ2 tests.

People in STEM were 100% white and 100% male
If prompts only included a STEM profession with no additional specification (84 pictures), 
all portraits showed males, and all portraits showed white people. Roughly half of the 
people working in STEM were of older age (53.6%). In terms of age, portrayals differed 

Figure 1. Gender (male, female) in pictures created with different sets of prompts. Note: Value in %, 
people in STEM (n = 84), females in STEM (n = 84), scientists from around the world (n = 60), scientists 
with competence traits (n = 48), scientists with warmth traits (n = 48).

Figure 2. Age (non-gray haired, gray haired) in pictures created with different sets of prompts. Note: 
Value in %, people in STEM (n = 84), females in STEM (n = 84), scientists from around the world (n =  
60), scientists with competence traits (n = 48), scientists with warmth traits (n = 48).
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depending on the specific STEM professions included in the prompt. The majority of gen
erated scientists, physicists, chemists, and mathematicians were of older age (87.5%), while 
biologists, computer scientists and engineers were rarely of older age (8.4%).

Females in STEM were almost exclusively white (98%) and young or middle-aged 
(99%)
Adding the adjective ‘female’ to the prompts generating pictures of STEM professions (84 
pictures) yielded, in all cases, portraits of females. In stark contrast to the male scientists 
generated in the first set of prompts, only one of the female scientists portrayed was of 
older age (1.12%). For females in STEM, two POC were generated (2.4%). This time, 
the differences in age between STEM professions were not as pronounced, as they 
were predominantly young or middle-aged.

Scientists around the world were 100% male and a majority of POC is portrayed
Asking for scientists from different world regions (60 pictures) led to 100% male scien
tists. The scientists from around the world were portrayed gray-haired around half of the 
time (48.3%), nearly as often as people working in STEM without regional specification. 
Including a world region to the prompts increased the number of POC dramatically 
(80.0%). However, features of the portrayed POC differed greatly in regard to the specific 
location that was added to the prompt. First, when asking for scientists from North 
America, there were no POC generated, whereas South America, Asia, South Asia, and 
Africa resulted in 100% POC. Scientists were more often portrayed as older when they 
came from North America (75.0%) compared to other world regions (41.7%).

Scientists with traits indicating competence were 98% male and 100% white
Of the 48 pictures generated, all except for one person were male (97.9%) when adjectives 
of the competence dimension were added. Like for people in STEM in general, no POC 

Figure 3. Ethnicity (white, POC) in pictures created with different sets of prompts. Note: Value in %, 
people in STEM (n = 84), females in STEM (n = 84), scientists from around the world (n = 60), scientists 
with competence traits (n = 48), scientists with warmth traits (n = 48).
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were generated. The percentage of older people was comparable to people working in 
STEM or scientists from around the world with 47.9% of the scientists with competence 
traits having gray hair.

Scientists with traits indicating warmth were 98% white, 88% younger or middle- 
aged, and 42% female
In contrast to the prompts asking for scientists generally, or adding adjectives of compe
tence, adding adjectives that represent the dimension of warmth (48 pictures) resulted in 
a substantial number of female scentists (41.7%). One person could not be clearly ident
ified as male or female (2.1%). Only one scientist described with adjectives of warmth was 
coded as a POC (2.1%). Compared to the other prompts, portrayed scientists were 
younger and rarely had gray hair (12.5%).

Note that the exact adjective used in the prompt resulted in remarkably different rep
resentations of gender. The adjective emotional did result solely in pictures of male scien
tists (0% female). The adjectives warm (41.7%) and sensitive (50.0%) increased the 
number of females shown in the pictures, while adding the adjective shy to the prompt 
led to the highest number of females (75.0%).

Discussion

The content analysis of pictures of people in STEM suggests that there is a pronounced algo
rithmic bias in images generated with Midjourney, which affects the representation of 
women and POC. Women are underrepresented in three sets of prompts (people in 
STEM, scientists all over the world, and scientists with competence traits). Adding adjectives 
of the warmth dimension, typically associated with femininity and traits of communion 
(Cuddy et al., 2008), resulted in a higher percentage of females compared to adjectives 
derived from the competence dimension. The pictures generated with adjectives represent
ing competence resulted in pictures similar to those of people working in STEM. This 
reflects that men and the profession of scientists are more often associated with these 
types of character traits (Carli et al., 2016). Female people in STEM professions are often 
portrayed younger as their male counterparts, complying with female beauty standards.

People of color (POC) were very rarely or not at all represented, except for prompts 
that specified a world region outside of North America like Africa or Asia. No other 
changes to the prompts led to a substantial increase of POC portrayed in science 
professions.

This strong algorithmic bias in the AI-generated pictures of people in STEM could be 
in stark contrast to viewers’ perception of bias in image-generating AI. We therefore 
address the question of whether viewers recognize bias in AI-generated pictures and 
how they respond to it in our next study. We hypothesize that viewers might be less 
able to detect bias if they believe that pictures were created by an AI because they 
think of AI as unbiased and unaffected by personal opinions, prejudice or stereotypes 
(Bonezzi & Ostinelli, 2021; Pethig & Kroenung, 2023). Moreover, there might be an algo
rithmic outrage deficit because individuals believe the AI is not to blame for its outputs 
(Bigman et al., 2023; Wilson et al., 2022). These effects should be especially prominent 
when pictures are, in fact, biased. We therefore conducted an experiment to test these 
hypotheses as outlined in our study overview and predictions above.
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Study 2

Method

Study 2 was an experiment conducted in a 2 (artist information: human vs. AI) x 2 (bias: 
biased vs. diverse) between-subject design with the goal to assess the detection and 
responses to bias in AI-generated pictures. To increase generalizability (i.e., ensuring 
that potential findings were not only applicable for one portrayed group) participants 
were presented with pictures of two different groups: college students and older people. 
The two groups were chosen as they both have a high ethnic diversity, which should lead 
to POC being portrayed in images of these groups. In the current study country, it is not 
required to obtain institutional ethics approval for empirical research as long as it does 
not concern issues regulated by law. This study was conducted in full accordance with the 
Helsinki declaration on ethical research with human subjects and with guidelines pro
vided by the German Psychological Society (DGPs).

Participants
A G*Power analysis with f = .17 (α = .05, 1-β = .80) resulted in a required sample size of 
274 participants. Accounting for the increased power needed to detect interactions (i.e., 
knock out-scenarios, Giner-Sorolla, 2018; Simonsohn, 2014) and the exclusion of poten
tial careless responders, we doubled the sample size to 550 participants. The experiment 
was preregistered (https://aspredicted.org/433_XZ3). A total of 551 participants were 
recruited via Prolific (US residence). Following the preregistered criteria, we excluded 
a total of 56 participants from the analyses: twenty-six participants completed the ques
tionnaire in less than 120 s, four viewed the pictures for less than three seconds, 13 failed 
an attention check (selecting the name of the artist), an additional 13 failed an instructed 
response item. These exclusion criteria were chosen and preregistered to check for care
less responders. Five participants in the human artist condition indicated that they had 
thought the images were generated with AI. They were not excluded from the analysis, 
but all results were checked and remained virtually unchanged if these participants 
were excluded.

The remaining 495 participants (51.1% female, 46.3% male, 1.8% non-binary, 0.8% 
prefer not to answer) were between 18 and 92 years old (M = 35.99, SD = 12.22). The 
majority of our sample was white (67.1%), 18.0% were Asian or Asian American, 
10.3% were Hispanic or Latino, 7.7% were Black or African American, 0.6% were Native 
American or Alaskan Native, 0.6% were Pacific Islander, and 1.2% reported their ethni
city as other. Concerning their highest level of education, 34.3% of the participants 
reported having a high school diploma, 43.2% had a bachelor’s degree, 11.9% a master’s 
degree and 3.4% had a PhD or a higher form of educational qualification. Others 
reported that they had attended some other form of high school (0.4%) or trade 
school (2.6%).

Stimulus material
Participants were presented with one of four different sets consisting of four pictures. 
Each set depicted members of a social group (college students or older people) in differ
ent styles of art. These two social groups were chosen to increase generalizability in the 
sense that potential significant results would not rely on a single set of images of one 
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certain social group. Therefore, we chose two social groups in which POC are typically 
represented and visible. The set of pictures would either depict only white people or 
people with diverse ethnicity (three POC and a white person), see S5 for the full stimulus 
material.

Measures
Perceived bias. Participants indicated the perceived bias of the pictures presented on 
seven semantic differentials (derived from Bigman et al., 2023; Lee, 2020; Wölker & 
Powell, 2021). Items included ‘objective – subjective,’ ‘accurate – inaccurate,’ or 
‘unaffected by personal opinions’ – ‘affected by personal opinions’ and were answered 
on a seven-point scale, with good reliability (Cronbach’s α = .73, M = 3.58, SD = 0.93).

Moral outrage. The moral outrage in response to the artists actions was measured 
using items by Bigman et al. (2023). The first item (‘[The artist’s] actions are … ’) was 
answered on a scale from 1 ‘completely acceptable’ to 5 ‘outrageous.’ The other four 
items (e.g., ‘[The artist’s] actions were unjust,’ ‘[The artist’s] actions were wrong.’) 
were measured on a seven-point scale (1 ‘strongly disagree’ to 7 ‘strongly agree’). The 
first item was transformed using linear interpolation and the items were combined 
into one scale with excellent reliability (Cronbach’s α = .97, M = 1.98, SD = 1.39).

Procedure
Participants gave their informed consent before beginning the questionnaire and were 
informed that their participation was voluntary and anonymous. They were then ran
domly assigned to one of eight conditions in a 2 (artist information: AI vs. human) x 
2 (bias in pictures: biased vs. diverse) x 2 (pictured group: college students vs. older 
people) design, with the pictured group being varied for reasons of generalizability. 
Depending on their condition they were then informed that the pictures they were 
about to see stem from an art project by a human or an AI artist and would depict either 
college students or older people. Participants were then asked to answer a control item, 
selecting the name of the artist. Next, they were presented the four pictures and sub
sequently indicated the perceived bias of the pictures. According to their respective con
dition, the bias in the pictures was revealed and explained to the participants (see S4 for 
details). Then, they reported their moral outrage about the artist’s work.1 Participants 
then answered questions on their socio-demographical data, their diligence, and their 
experience with image generating AI. Finally, they were debriefed and could make 
remarks or report technical problems.

Results

As preregistered, we first checked whether the main effects for the factors artist infor
mation or bias of pictures differed between the groups shown (younger versus older 
people). Despite adding this condition for purposes of generalizability only, we found 
that the two different pictured groups would alter potential effects of artist information, 
F(1,491) = 5.37, p = .021, d = 0.21, and of bias of pictures, F(1,491) = 6.84, p = .009, d =  
0.24, on perceived bias. Regarding moral outrage, the pictured group qualified the 
effect of bias in pictures, F(1,491) = 9.57, p = .002, d = 0.28, but not of artist information, 
F(1,491) = 0.65, p = .421, d = 0.07. Given these differences between both portrayed 
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groups, the data was analyzed separately for pictures of college students (n = 248) and 
pictures of older people (n = 247). More specifically, we analyzed our data by conducting 
a 2 (artist information: human vs. AI) x 2 (bias in pictures: biased vs. diverse) ANOVA 
for both our dependent variables. Post-hoc analysis revealed that the sample sizes would 
be sufficient to detect effects of f = .18 (Power = .80). Perceived bias was positively corre
lated with moral outrage for both, pictures of college students (r = .23, p < .001) and older 
people (r = .18, p = .004). See Figures 4–7 for visualizations of group comparisons.

Pictured group: college students
Participants perceived that the bias of pictures of college students was lower if they were 
informed they were AI-generated (M = 3.49, SD = 0.90), compared to a human artist (M  
= 3.72, SD = 0.95), F(1,244) = 4.76, p = .030, d = 0. 28. If participants viewed a set of pic
tures showing a diverse group of college students they reported less perceived bias (M =  
3.34, SD = 0.91) than if all pictures showed white college students (M = 3.89, SD = 0.87), 
F(1,244) = 24.59, p < .001, d = 0.63. The effect of biased pictures on perceived bias did not 
differ between the authorship conditions, F(1,244) = 0.42, p = .516, d = 0.08.

Artist information did not affect the moral outrage participants reported, F(1,244) =  
1.17, p = .281, d = 0.14. Informing them about the fact that the pictures had a tendency to 
be biased (vs. diverse) increased their moral outrage significantly, F(1,244) = 115.58, p  
< .001, d = 1.38. This was not qualified by the artist information the participants had pre
viously received, F(1,244) = 0.25, p = .651, d = 0.06.

Pictured group: older people
For pictures of older people, AI artist information did not predict perceived bias, 
F(1,243) = 1.72, p = .191, d = 0.17, and there was no significant difference between a 

Figure 4.  Pictures of college students: effects of artist (human vs. AI) and bias in pictures (bias vs. 
diverse) on perceived bias. Note: College students n = 248, means and standard errors of the mean 
are displayed.
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biased and a diverse set of pictures, F(1,243) = 1.04, p = .309, d = 0.13. Similar to pictures 
of college students, there was no interaction effect, F(1,243) = 0.42, p = .105, d = 0.21.

In contrast to results for pictures of college students, artist information did predict 
moral outrage with AI information (M = 2.13, SD = 1.41) leading to higher moral outrage 
than information about a human artist (M = 1.71, SD = 1.20), F(1,243) = 7.34, p = .007, d  
= 0.35. Again, informing participants about the bias in the pictures (M = 2.42, SD = 1.42) 
led to more moral outrage than informing them about diversity (M = 1.44, SD = 1.02), 

Figure 5.  Pictures of college students: effects of artist (human vs. AI) and bias in pictures (bias vs 
diverse) on moral outrage. Note: College students n = 248, means and standard errors of the mean 
are displayed.

Figure 6.  Pictures of older people: effects of artist (human vs. AI) and bias in pictures (bias vs diverse) 
on perceived bias. Note: Older people n = 247, means and standard errors of the mean are displayed.
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F(1,243) = 40.19, p < .001, d = 0.81. The analysis did not yield a significant interaction 
effect, F(1,243) = 1.05, p = .307, d = 0.13.

Discussion

Our analyses indicate that the effect of artist information on perceived bias of pictures and 
moral outrage in response to biased or diverse representation is more complex than 
initially assumed. First, the effects of artist information and bias varied with the group 
that was portrayed. In terms of perceived bias, in pictures that portrayed college students, 
we found some evidence for lower perceived bias in pictures that were introduced to be 
created by AI (irrespective of the actual bias). This result is in line with our hypotheses 
and earlier work on perceived bias in decision-making AI (e.g., Bigman et al., 2023; Bonezzi 
& Ostinelli, 2021), but it did not show in pictures that portrayed older people.

In terms of the algorithmic moral outrage hypothesis, no corroboration could be 
observed. In fact, if anything, an opposite effect than hypothesized became apparent. If 
pictures of older people were shown, participants were more morally outraged by the 
AI artist than when the pictures were ascribed to a human artist. These findings contra
dict our hypotheses and earlier findings, showing that discrimination by a decision-mak
ing AI causes less moral outrage (Bigman et al., 2023) and that it is blamed less in case of 
wrongdoings (Shank et al., 2019). This pattern of results did not show for pictures of col
lege students, here, we found no differences between information about AI and human 
creators. All results remain virtually unchanged when controlling for age or ethnicity 
(White vs. Non-White).

General discussion

Image-generating AI can create pictures from text prompts, which enables millions of 
users to illustrate their ideas in seconds. Since its beginning, image-generating AI has 

Figure 7.  Pictures of older people: effects of artist (human vs. AI) and bias in pictures (bias vs diverse) 
on moral outrage. Note. Older people n = 247, means and standard errors of the mean are displayed.
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been met with enthusiasm by some and criticism by others. Contributions in the popular 
press and scientific outlets have emphasized how this new toolbox is shaping the art scene 
and the work of artists, graphic designers, and web content creators (Hartmann et al., 
2025). At the same time, scientists have begun to examine how image-generating AI is 
perceived by recipients. Initial research focused on how AI source information alters 
the esthetic appreciation of artworks (Messingschlager & Appel, 2025; Oksanen et al., 
2023). We connected this relatively young line of research to scientific work on algorith
mic bias, which has been a concern for many in the past years (e.g., Courtland, 2018; 
Žliobaitė, 2017).

In our content analysis, we observed extreme algorithmic bias in AI-generated pic
tures of people working in STEM. Females, as well as POC were almost absent if the 
prompts were not tailored to show these groups. Even if specifications were made to 
the prompt, the resulting pictures were affected by common stereotypes associated 
with females and POC (e.g., female scientists were portrayed younger than male scien
tists). This resonates with a growing body of literature, which has revealed gender, as 
well as racial bias in image-generating AI (Gorska & Jemielniak, 2023; Luccioni et al., 
2023; Sun et al., 2024). In line with this research, our findings demonstrate that algorith
mic bias is an overarching issue for image-generating AI. Although we focused on por
trayals of people in STEM, this phenomenon is likely not content-specific. A lack of 
representation of certain demographic groups or stereotypical representations could 
have numerous negative downstream effects on their interests, educational ambitions 
and performance (Garr-Schultz et al., 2023; Schmader, 2023). However, compared to 
preliminary results by Zhou and colleagues (2024), who used similar prompts, we find 
stronger evidence of gender bias in people working in STEM. This could be due to a 
wider range of professions being labeled as STEM, while our prompts focused on 
seven typical professions within the STEM field. Even amongst those professions several 
features changed systematically with the respective profession. Therefore, a greater var
iety of professions could lead to a higher percentage of females portrayed.

We considered the perspective of potential consumers of AI-generated content 
regarding their perceived bias of AI-generated pictures and their moral outrage in 
response to biased pictures. Although the potential risk of algorithmic bias should 
alert viewers, prior theory and research on recommendation and decision-making soft
ware suggested the opposite: People presume AI and its outcomes to be unbiased and 
objective, as compared to humans performing similar tasks (Bigman et al., 2023; Bonezzi 
& Ostinelli, 2021; Sundar, 2020). The results regarding our hypotheses were somewhat 
mixed and differ depending on the pictured group.

Regarding perceived bias, our findings partially support our assumption. If a set of pic
tures is introduced as AI-generated, viewers perceive it as less biased than the same pic
tures introduced as human-made. However, we find this effect only for pictures of college 
students, not for pictures of older people. We assume that this pattern of results is due to 
a different salience of diversity as an important social issue among these two demo
graphic groups. Diversity in college students has been an important social topic in the 
past, because certain ethnic groups, as well as females, did not have equal access to col
leges throughout history. Meanwhile, the topic of diversity in older people has received 
less public attention, with older people being portrayed homogeneously, if at all, in public 
media (Markov & Yoon, 2021; Westwood, 2023). As a result, viewers could be less 
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sensitized for a lack of diversity in older people. This is supported by our finding that the 
actual bias in pictures increased perceived bias for pictures of college students, but not 
when pictures of older people were presented.

The tendency to perceive AI as an objective decision-maker has been previously 
observed in case of hiring algorithms (Bigman et al., 2023; Bonezzi & Ostinelli, 2021). 
In these scenarios people might have been very aware of how human bias could poten
tially affect decision-making. Similarly, bias in pictures of college students might seem 
like a more pressing social issue and hence emphasize the potential of a presumably 
objective AI (Pethig & Kroenung, 2023).

Further, we find no evidence for our hypotheses regarding an algorithmic outrage 
deficit in case of biased AI-generated pictures. Thus, research demonstrating an algorith
mic outrage deficit in decision-making AI (Bigman et al., 2023; Bonezzi & Ostinelli, 2021) 
could not be extended to image-generating AI. Rather, it seems that AI-generated images 
of older people elicit increased moral outrage. Interestingly, this effect is likely driven by 
differences between groups seeing a diverse set of pictures and not biased pictures. Yet, 
the interaction effect of bias in images and artist information was not significant, 
suggesting that there is a more general outrage against AI depicting older people. We 
propose that this could stem from a perceived mismatch between the source (AI) and 
the content of the pictures (older people), as older people are often not visible in dis
courses on AI (Stypinska, 2023). A match between the technological nature of its creator 
and supposedly AI-generated content like text or music positively affects responses in 
studies on generative AI (Hong et al., 2021; Messingschlager & Appel, 2024). In addition, 
increased moral outrage in case of AI artists might reflect a general aversion against AI 
generated art (e.g., Oksanen et al., 2023).

In sum, we identify a strong algorithmic bias in pictures generated with Midjourney, 
picturing people working in STEM. An adequate response to this bias would be to dis
trust or at least critically reflect on the outcomes of image-generating AI. The actual 
responses of viewers, on the other hand, do not seem to fit the strong algorithmic 
bias. As suggested by theory and earlier research, we find no evidence for a consistently 
increased sensitivity or awareness for potential algorithmic bias. The combination of 
content analysis and experiment presented here reveals a mismatch of the technological 
tendencies and user perceptions. This is crucial as the amount of AI-generated media 
content is likely growing in the years to come.

Limitations and future studies

The first limitation of our work arises from the current nature of image-generating AI. 
Algorithms change on a daily basis. Future developments should be closely monitored 
as they could alter the prevalence of algorithmic bias in AI-generated images. For example, 
Midjourney has been reported to generate images with stronger gender bias (Zhou et al., 
2024). While the extent of algorithmic bias might vary over time and for different algor
ithms, we argue that the problem itself is likely systematic (Nino & Lisi, 2024; Sun et al., 
2024). The impact of biased tendencies and stereotypical portrayals that are part of the 
training data, and potentially the algorithm itself, will not be erased easily.

In addition, the phrasing of prompts is important, as adjustments (e.g., adding 
location, an adjective, or an art style to the description) can impact the images generated. 
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We argue that, although additional specifications might diversify the pictures, the terms 
included in our prompts will be part of many prompts used to generate pictures of people 
working in STEM and science.

We deliberately decided to use human coders instead of an algorithm, which limited 
the number of pictures that were generated and coded. When relying on an algorithm to 
categorize the pictures, one could not rule out algorithmic bias in the analyzing tool. 
Research on biometric technologies, used to recognize human faces with algorithms 
finds that some socio demographic groups are once again more likely to be affected by 
algorithmic bias than others (Drozdowski et al., 2020). Further, the painted style of por
trays generated with Midjourney could have complicated an automated analysis.

Regarding the experiment, our stimulus material brings some limitations. To increase 
comparability, we generated four pictures for each condition that were comparable in 
style, while varying the ethnicity of the people portrayed. Arguably, four pictures 
might not have been enough to make an existing bias obvious to participants. However, 
viewers are often exposed to a limited number of pictures by one source, when they see 
pictures on the internet. As the pictures were likely perceived as a form of art, partici
pants might have reported less moral outrage in case of bias because of artistic freedom. 
The different effects of artist information for the portrayed groups were an unexpected 
finding of our experiment. The pictured groups (college students and older people) 
differ in numerous regards, which could have led to the observed differences, like fit 
with the medium of image-generating AI, dignity ascribed to older people, or perceived 
social relevance of diversity in this group. Therefore, we advocate that additional empiri
cal research should cover the portrayal of different social groups. Lastly, the reduced 
sample size that resulted from analyzing the two groups separately arguably led to 
reduced power. Although post-hoc power analysis revealed that the sample size was 
sufficient to detect small-to-medium effects, detecting interactions often requires 
increased power (Giner-Sorolla, 2018; Simonsohn, 2014).

Implications

This work holds implications for scholars and practitioners alike. Scholars of many dis
ciplines have already pointed towards the potential danger of algorithmic bias (e.g., Baker 
& Hawn, 2022; Fabris et al., 2025). Recent developments and advancements in generative 
AI have added to the scenarios in which algorithmic bias could lead to discrimination or 
reinforce existing stereotypes. We encourage future research on potential bias in other 
fields of generative AI, like text-generating AI (e.g., ChatGPT), and for a variety of poten
tially stereotyped portrayals of social groups and different professions.

Our findings should alert not only programmers and developers, but also users of 
image-generating AI, to address this pressing issue. Although the process of creating pic
tures can be supported by AI, users of these tools are required to critically examine the 
content the AI generates. Current AI lacks reflective and controlled processes observed in 
humans. These reflective, effortful processes regularly guide human cognition and behav
ior in a non-biased direction (e.g., Schmader, 2023). The continued automation of the 
creation process could lead to these effortful processes being suspended. If creators fail 
to integrate these steps in their work, biased pictures could be made available to the pub
lic and convey a imbalanced image of what our society looks like, possibly reinforced by 
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the supposed objectivity of an image-generating AI. This could impose a tremendous set
back for the diversity of the media landscape with negative consequences for the flour
ishing of women and other marginalized groups (e.g., Dixon, 2019).

Conclusion

Image-generating AI is about to revolutionize visual media environments, therefore it 
should adhere to, or exceed, our current standards of diversity in the media landscape. 
However, our research revealed an algorithmic bias in AI-generated images. While 
this bias might differ between algorithms or change back and forth over time, 
human perception of algorithms might be less erratic. Despite the algorithmic bias 
in AI-generated images, viewers do not recognize the possibility of algorithmic bias 
in pictures yet. Although we could not find an algorithmic outrage deficit, observed 
in decision making AI, viewers tend to perceive pictures as less biased, if they think 
they are AI-generated (if college students are presented). As the bias is likely engrained 
in our society and the algorithms alike, it must be countered with a communal effort: devel
opers and content creators have to keep this potential risk in mind, when developing and 
using image-generating AI, while media users are advised to critically reflect on a potential 
lack of diversity in visual environments – now more than ever. Importantly, the public 
needs to be educated, to be able to adequately respond to one of the most urgent issues 
of generative AI.

Note

1. The questionnaire further included an AI literacy measure that was administered after the 
moral outrage items. AI literacy did not moderate the results. All results pertaining to AI 
literacy are reported in detail in Supplement S3.
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